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Abstract

Articulatory phonology (AP) is a theory in which abstract articulatory gestures serve as both the
control units for speech movements, and as units of contrast for distinguishing lexical items. This
controversial theory brings articulation to the forefront, as it tries to explain many phonological
phenomena as a result of overlap and competition between articulatory gestures.

1. The Gestural Model

Articulatory Phonology (henceforth AP) rests on the idea that speech can be broken
down into a series of ‘tasks’, and researchers work with a very explicit and concrete
model of how speech movements are planned and controlled. The full technical details of
this model are beyond the scope of this paper, but for understanding most work in AP,
only a basic knowledge of the elements of the model is necessary.

Some of the basic AP ideas about speech movement are borrowed from scientists in
physical biology, who work on topics like limb movement. One school of thought (see
Turvey 1990 for an overview) holds that controlled, skilled movements are best modeled
as a ‘critically damped mass-spring system’. To see a real-life example of a critically
damped mass-spring system, go out and push down on the bumper of a car. When you
release it, the bumper should return to its original position as rapidly as possible without
bouncing. It moves this way because there are springs between the car’s chassis and
frame, and after you compress and release the springs, they return naturally to their equi-
librium position. Because the springs are critically damped by shock absorbers, they slow
down as they approach equilibrium and don’t bounce.

AP assumes that speech articulator movements are controlled in a similar way – not
in the sense of the muscles literally having springs in them, but in the sense that the
mathematical equations describing this kind of spring movement can also describe the
formation of constrictions in the vocal tract. An articulator has an equilibrium position
to achieve (e.g. ‘tongue tip slightly below alveolar ridge’, comparable to ‘bumper 18
inches above the ground’), and if it’s not already in that position, it moves to achieve
that position. The exact path of movement will depend on where the articulator started
from, just as the springs move the car frame differently depending on exactly how you
pushed the bumper. A big difference between car springs and human body parts, obvi-
ously, is that real springs have unchanging characteristics – they always have the same
length and the same stiffness – and hence they always return the car frame to the same
equilibrium position. Limbs or speech articulators, on the other hand, can be constantly
reprogrammed to different equilibrium positions. The articulators are like smart springs
whose length and tension constantly changes, producing fluid movement from one
target to the next.
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In AP, the basic units of speech are abstract articulatory gestures. Gestures are the
building blocks of an utterance, playing a role somewhat like that of features or segments
in other theories. A gesture is essentially a direction to form and release a certain constric-
tion in the vocal tract (where ‘constriction’ means a specified level of openness, ranging
from closed to wide). Each gesture specifies ‘tract variables’: where in the vocal tract the
constriction must be, and how narrow the constriction must be. Some tract variables are
illustrated below in (1). Each of the arrows represents a dimension along which gestures
can differ. For example, a tongue tip gesture might be specified for the constriction
degree ‘narrow’ and the constriction location ‘alveolar’. Note that although each tract
variable is named after a single main articulator, certain constrictions would typically be
implemented by several articulators working together, and the abstract gesture doesn’t
fully specify which articulators have to be used. A lip closure gesture, for example, would
typically involve the jaw and lips, but if someone was unable to move their jaw, they
could still make a lip closure gesture by moving only the lips.

(1) Examples of tract variables (Figure 1)
lip protrusion (LP)
lip aperture (LA)
tongue tip constriction location (TTCL)
tongue tip constriction degree (TTCD)
tongue body constriction location (TBCL)
tongue body constriction degree (TBCD)
velic aperture (VEL)
glottal aperture (GLO)

A gesture has both a space dimension and a time dimension. The two dimensions
can be represented together in a curve, as in (2a), or as an angled representation like
that in (2b). Important points in the curve are called ‘gestural landmarks’. Among
these landmarks are the ONSET, which is when the gesture begins; the TARGET, when
the target position is reached, the CENTER, which is midway between the TARGET and

Fig 1. Tract variables (based on Browman & Goldstein 1989).
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RELEASE; the RELEASE, when movement away from that position begins, and the OFF-

SET, when active control of the articulator ends. In some cases, where we are less
concerned with the gesture’s internal structure, a gesture may be represented only in
terms of time, as in (2c).

a.
(2) Several ways of representing the same gesture

b.

TARGET CENTER RELEASE

c.

time

lips open 

ONSET OFFSET

Because gestures have a time dimension, they can overlap one another. One way to
specify the amount of overlap is by aligning gestural landmarks. So, for example, if an
utterance contains a tongue body velar closure gesture (as in /k/ ) and a tongue tip
alveolar closure gesture (as in /t/ ), we might specify that the RELEASE of the velar
gesture be aligned with the TARGET of the tongue tip gesture, as in (3a), or the ONSET

of the tongue tip gesture, as in (3b). (One gesture is drawn with a dotted line for
visual clarity; the vertical lines show the point at which the two gestures are coordi-
nated). In either case, there will be a time period when both gestures are active
simultaneously.

RELEASE = TARGET RELEASE = ONSET 

(3)

a. b.

Examples of alignment 

Languages differ in what types of gestural alignment they prefer. For consonant clusters,
an alignment like (3a) is typical of English, where there is usually a ‘close transition’
between adjacent consonants, while an alignment like (3b) is typical of Russian, where
there is usually an ‘open transition’ between consonants, with an audible release between
the constrictions.

A complete representation of the gestures involved in an utterance, and their timing
relations, is called a gestural score. Gestural scores can have varying levels of detail; many
depict only when each gesture begins and ends, without showing internal landmarks. An
example of such a gestural score for the word pan /pæn/ is given in (4), along with a
transcription showing which sound would be heard when. Notice that the glottal open-
ing (producing voicelessness for the /p/) is longer than the labial closure of the /p/ : this
makes the /p/ aspirated. Notice also that the wide velum opening (producing nasality)
begins well before the alveolar closure of the /n/ : this causes the later part of the /æ/ to
be nasalized as well.
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wide
(4)

velum
tongue tip 
tongue body 
lips 
glottis 

(transcription:) 

closed
wide

wide pharyngeal
closed alv.

[ p h n ]

Notice that there is no glottal gesture to produce voicing in the /æn/ portion, and no
closing of the velo-pharyngeal port to make the /p/ non-nasal. It is assumed in AP that
voicing is the default setting of the glottis, and that the velum is by default raised, pro-
ducing oral segments.

Obviously, the gestural score is still a very abstract representation. To know what the
utterance will look and sound like, the gestural score must then be converted to actual
articulatory trajectories. This is handled by a model of task dynamics (Saltzman and Kelso
1987; for an introduction aimed at non-specialists, see Hawkins 1992). In order to chart
the precise path the articulators will take, the task dynamic model uses the mathematics
that describe critically damped mass-spring movements.

Because gestures overlap so much, the task dynamic model often has to deal with situa-
tions where more than one gesture involving the same articulator is active at the same
time. For example, when you say ant, the /n/ and the /t/ both involve tongue tip alveo-
lar closure gestures, and these gestures overlap considerably, as shown in (5a). Gestural
overlap is more extensive than might be intuitively obvious. This is especially true of
overlap between consonants and vowels: when you say a word like key [ki], the tongue
body gesture of the /k/ and the tongue body gesture of the /i/ actually start around the
same time, although the /k/ constriction ends earlier, as shown in (5b).

(5)

a. /nt/: 2 tongue tip gestures b.  /ki/: 2 tongue body gestures

To deal with periods of overlap, the task dynamic model ‘blends’ the two gestures, chart-
ing an articulatory path that is a compromise between the conflicting demands posed by
the two gestures, and the result is that neither gesture is performed the same way it
would be performed in isolation. In the case of ant, blending means that the tongue will
not move away from the alveolar constriction of the /n/, but will stay in place for the
/t/. Note that the abstract gestural specification of the /n/ still contains a tongue-lower-
ing portion, and the abstract gestural specification of the /t/ still contains a tongue-raising
portion, but since the lowering and raising are specified simultaneously, they cancel each
other out. In the case of key, there is a different problem: the tongue body gesture of the
/k/ involves a target position in the back of the mouth, while the /i/ involves a target
position in the front of the mouth. Blending affects the tongue body’s trajectory so that
the closure of the /k/ happens in a more front position than usual. If you try saying
key /ki/ and coo /ku/, you should be able to feel the difference in closure locations. In
this way, gestural overlap accounts for the basic phonetic phenomenon of coarticulation.
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Once the articulatory movements are charted, it is also helpful to know how such an
articulation would be expected to sound. Some AP work uses articulatory synthesizers,
such as the vocal tract model of Rubin et al. 1981, which convert the articulatory paths
into sounds, so that the results of particular kinds of gestural alignments can be compared
to actual language data. Readers who would like to try actually using an implementation
of the gestural model can download TADA (TAsk Dynamics Application, Nam et al.
n.d) from http://www.haskins.yale.edu/tada_download/.

2. AP as a Theory of Phonology

2.1. GESTURES AS UNITS OF CONTRAST

As described earlier, AP breaks down the continuous, complex movements of speech into
discrete, independent tasks called ‘gestures’. But these gestures have a second function in
the theory besides modeling speech movement: they also serve as the basic units of pho-
nological contrast. Differences in the presence or absence of gestures, or differences in
the timing of gestures, constitute the difference between lexical items.

One of the most basic findings of phonology is that the sounds of speech can be
described using a small number of combinatorial units. In most theories, the units are
abstract, cognitive units such as segments or features. It’s important to realize that gestures
are distinct from either of these. What would be considered a segment in most frame-
works often corresponds to two or more gestures. For example, the segment /p/ involves
a lip closure gesture and a glottal opening gesture, to make it voiceless. Some tract vari-
ables are similar to features – for example, the feature [labial] corresponds to use of the
lip tract variables – but many features like [continuant], [anterior] etc. don’t correspond
closely to any specific element of AP representations.

Segments play a minimal role in AP. Segments of a sort are not incompatible with
the theory, but they are not primitives, and in practice are little referred to. Goldstein
et al. 2007a: 402 describe segments as ‘tightly coupled gestural molecules’, meaning
complex units composed usually of two or more gestures, and allow for the possibility
that this ‘molecular’ structure could play a role in timing. However, this view of
the segment is different from the segments assumed by most theories – for example,
AP segments can overlap with each other, while traditional segments are arranged in a
linear order.

2.2. THE SYLLABLE IN AP

A good deal of AP research has explored the relation between syllable structure and ges-
tural timing. Nearly all phonologists agree that syllable structure, or something like it, is
an important part of speech planning. Many phonemes have different allophones depend-
ing on where they occur in the syllable, and syllables are useful in describing restrictions
on how sounds may be combined.

AP researchers have, naturally, approached syllable structure from the perspective of
trying to understand how the timing and magnitude of gestures vary when those gestures
are in different parts of the syllable. This research has uncovered some previously
unknown facts about speech timing and is developing into a view of syllable structure
quite unlike that of any other theory.

Perhaps the most interesting finding has to do with differences between onset
consonants and coda consonants. A number of studies have found that clusters of onset
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consonants show what is called the ‘c-center effect’ (Browman and Goldstein 1988,
Honorof and Browman 1995; Byrd 1995). A comparison of the articulation of English
words whose onsets contain different numbers of consonants – for example, sots, spots, and
splots – reveals that as more consonants are added, the timing of the whole onset cluster is
adjusted. The best model of onset timing comes from averaging the center (see 2b) of each
onset consonant to produce a single center for the whole cluster, known as the c-center.
This c-center turns out to happen at a consistent point, relative to the rest of the syllable.
In other words, in a word like spots, the tongue tip gesture of the /s/ is shifted earlier than
it would be in sots, and the labial closure of the /p/ is later than it would be in pots, but the
average of the centers of /s/ and /p/ is about where the center of /p/ would be in pots.

Something different apparently happens when coda consonants are added. The
evidence is less firm here, but it appears that the first coda consonant has a stable timing
relationship to the vowel, which is not affected by the addition of more coda conso-
nants. If another coda consonant is added, it has a stable relationship to the first coda
consonant. In other words, it is thought that the /t/s in pot and pots are timed the same
way, not shifting the way onset consonants do, and that the /s/ is timed only with rela-
tion to the/t/(Browman and Goldstein 1988, 2000). Another physical asymmetry
between onsets and codas, discovered by Byrd (1996), is that onsets have less variability
in their levels of overlap than codas do. Both the c-center effect and the variability
effect suggest that the onset consonants are more tightly bound as a unit than the coda
consonants are.

These physical differences between onsets and codas are intriguing, because they might
relate to some phonological differences between onsets and codas that are well known
but have no widely accepted explanation. For example, in many languages, syllables with
codas are ‘heavy’, meaning they count like two syllables for purposes such as stress assign-
ment. As Browman and Goldstein 2000 note, it could be that ‘heaviness’ relates to the
physical duration of syllables. Adding a consonant to the coda may increase the duration
of the syllable by the full duration of the added consonant, while adding a consonant to
the onset does not increase the duration of the syllable much at all.

Of course, merely relating a phonological asymmetry to a timing asymmetry doesn’t
explain why the timing asymmetry exists in the first place. But in recent years, AP
researchers have suggested that onsets and codas are examples of two basic timing rela-
tions between vowels and consonants, known as ‘in-phase’ and ‘anti-phase’ relations.
These concepts are taken from physical biology and relate to a general theory of coordi-
nated movement (Turvey 1990). An ‘in-phase’ relation refers to two gestures that start at
the same time: for example, if you tap two fingers at the same time, they are in an in-
phase relation. Anti-phase relations refer to a timing structure where two gestures make
opposite movements, such as tapping fingers in alternation; one gesture begins when the
other is half-way through. These two phase relations are important in physical biology
because they are the two relations that people seem to be able to easily produce without
training. Any other phasing relation, such as beginning to move one finger when the
other is half-way up, seems to take training and effort (try it). AP researchers have been
exploring the idea that human speech also makes use of these two preferred phase rela-
tions. Their proposal is that onsets have an in-phase relation with the vowel, while codas
are in an anti-phase relation with the vowel. These two phasing relations are sketched
below. (6a) shows two gestures that begin simultaneously, where one gesture is relatively
long (like a vowel) and the other relatively short (like a consonant). (6b) shows the same
gestures, but timed such that one begins when the other reaches its peak. The dotted line
in each case shows the point at which the two gestures are coordinated.
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(6) Examples of phasing relations

a. two gestures in phase (CV) b. two gestures anti phase (VC)

The idea that onset consonants prefer in-phase timing with respect to the vowel may be
able to explain the c-center effect mentioned earlier. If there is more than one conso-
nant in the onset, as in a word like spot, this creates a problem: the /s/ and /p/ can’t all
have the same timing relation with the vowel unless they are simultaneous. If the
speaker were to begin all the consonants simultaneously, some of them would be inaudi-
ble. The consonants need to be in an anti-phase timing relation with one another in
order to be heard. In this situation, there is a kind of compromise – each consonant tries
to get as close to the ideal phasing relationship with the vowel as possible, but without
the consonants overlapping each other too much. This means in effect that the first
consonant is a little to the left of the ideal phasing relationship, while the second conso-
nant is a little to the right, but the consonant group as a whole has an in-phase relation
to the vowel. This is proposed to be the cause of the c-center effect (Browman and
Goldstein 2000).

Coda consonants, on the other hand, appear to be in an anti-phase relation both to the
vowel and to each other (Browman and Goldstein 1990; Goldstein et al. 2006, 2007b).
This means there is no conflict when additional coda consonants are added; they simply
fall into an anti-phase relation to whatever gesture precedes.

This theory may be able to explain the well-known fact that languages prefer CV
structures more than VC structures. Work in physical biology has established that the
in-phase relation is stronger and more stable than the anti-phase relation. If people are
asked to tap their fingers in an anti-phase mode at faster and faster rates, they tend to
switch to an in-phase mode as they speed up. Nam et al. (in press) present computational
simulations of language acquisition based on this model and find that in the simulations,
the learner naturally acquires CV structures before VC structures.

2.3. SYLLABLES BEYOND ENGLISH

Most AP work on syllable structure has been limited to English, but recently there has
been some promising work on languages whose syllable structure is quite different from
that of English. Shaw et al. 2009 present an EMA study of word-initial consonant clusters
in Moroccan Arabic. The reason for choosing Moroccan Arabic in particular is that there
is controversy over the syllable structure of this language. Moroccan words can begin with
long consonant clusters, and they allow unusual combinations of consonants that would be
unpronounceable in most languages. The word meaning ‘they owned it for her’, for
example, is /ksbulha/. Many phonologists (though not all) believe that these consonant
clusters actually contain separate syllables, so that /ksbulha/ is syllabified /ks.bul.ha/. This
idea may seem surprising, given that most languages require each syllable to contain a
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vowel, but there is phonological evidence to support this analysis. For example, Dell and
Elmedlaoui 2002 argue that groups like /ks/ count as a syllable for poetic metrics.

Shaw et al. 2009 found that initial clusters in Moroccan have an unusual timing pattern
to match their unusual phonological behavior. Although the data are a bit messy, the
basic finding is that word-initial consonant clusters in Moroccan do not reliably show the
c-center effect known from onsets in English. When words like /bulha/, /sbulha/, and
/ksbulha/ are compared, the /b/in each case has a consistent timing relationship with the
postvocalic /l/. This is exactly what we would expect if the correct syllabification is
/ks.bulha/: the /ksb/cluster should not show the c-center effect if it is not an onset. This
sort of study raises the possibility that syllable structure may be detectable through purely
physical measurements – if so, this would provide a radically different methodology for
arguments about syllables than what is usually seen in the phonological literature.

3. Casual Speech Processes in AP

AP has been highly successful in analyzing the way that pronunciations seem to change
in casual, connected speech. If we compare the way a word sounds when spoken care-
fully by itself to the way it sounds in a normal conversational sentence, we find that in
the casual pronunciation, sounds often seem to disappear, or blend with the sounds near
them. Most theories model these changes with phonological rules that apply only at cer-
tain speech rates. Browman and Goldstein 1990 argue that these alterations actually result
from reducing the size of articulatory gestures, or increasing the overlap between different
gestures. Several examples are discussed below for illustration.

3.1. CONSONANT DELETION

In normal English speech, a sequence of three or more consonants often sounds as if one
of the consonants is missing. Try saying the phrase perfect memory, and see if you produce
an audible /t/. Browman and Goldstein 1990 combed an X-ray database of speech for
examples of such apparent deletions, such as when a speaker pronounces nabbed most like
nab most. Although the /d/ seems to be completely absent from the acoustic record (lis-
teners can’t detect it, and no release is visible on a spectrogram), the X-ray clearly shows
that the tongue tip raising of the /d/ is present, and even quite strong. The reason it is
inaudible is that it is completely overlapped by the bilabial gestures of /b/ and /m/. In
other words, the speaker doesn’t open his mouth between the /b/ and /m/, so the /d/
that he makes during that time is impossible to hear.

Traditionally, such a process is described through phonological rules like
d fi B/C___C. Yet such a rule doesn’t capture the fact that the /d/ is still present
in an articulatory sense. Furthermore, a theory that allows special rules to apply to fast
speech makes the relation between different speech rates rather unconstrained; it
doesn’t explain why certain changes but not others tend to be speech-rate dependent.
The gestural theory predicts that the only possible differences between fast and slow
speech are those that would result from changes in gestural overlap and magnitude.

3.2. ASSIMILATION

In casual speech, a sound often seems to take on features of sounds near it. For example,
final coronals like /t, d, n/ often seem to assimilate to the place of the first consonant in
the next word. Browman and Goldstein 1990 found that the articulations of assimilated
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sounds (as revealed through X-ray) often showed the original gesture still present. For
example, one speaker said seven plus seven in a way that sounded like sevem plus seven. The
coronal nasal /n/ seemed to be replaced by the bilabial nasal /m/, under influence of the
following bilabial /b/. However, when the X-ray pellet trajectories are examined, the
tongue tip clearly raises for the /n/. The /n/’s tongue tip gesture has not been deleted or
replaced; it is simply somewhat reduced and overlapped by the labial closure of /b/, in a
way that makes it sound more like /m/.

3.3. SCHWA DELETION

In many languages, schwa may disappear between consonants. For example, in fast speech
English speakers often seem to delete the first schwa in words like support and potential,
making them sound like /sp/ ort and /pt/ ential.

Traditionally, this process has been described as segment deletion. The assumption has
been that the vowel normally present between the /p/ and /t/ (as in (7a), where the
schwa is shown with a dotted line) disappears, producing an output like (7b). However,
AP researchers argue that the schwa gesture is still present even when it is inaudible
(Beckman 1996; Davidson 2006). In fast speech, overlap between gestures tends to
increase (Byrd and Tan 1996). Davidson’s acoustic analysis of words with elided schwas
suggests that schwa ‘deletion’ really amounts to the schwa gesture being heavily over-
lapped by the surrounding consonant gestures as in (7c), to the point that it has little
acoustic effect. Davidson finds that, although the schwa doesn’t sound like a schwa, it
does leave some acoustic cues to its presence: for example, it may cause extra aspiration
on a preceding voiceless stop, or make a preceding fricative sound longer.

(7)
a. b. c.

schwa gesture audible no schwa gesture present schwa gesture inaudible

Besides fitting the phonetic facts well, this approach may explain why fast-speech
schwa elision seems to create consonant clusters that usually aren’t permitted in English,
as in /pt/ ential. Under the AP view, we can say that /pt/ ential actually still follows the
phonotactic restrictions of English: the /p/ and /t/ are separated by a vowel, even if we
don’t hear it.

4. Speech Errors

Recently, AP researchers have made surprising claims about the nature of phonological
speech errors. Speech errors are interesting to linguists because they show many non-ran-
dom patterns in their occurrence. For example, it’s reported that most errors involve
substituting one segment for another, so that coffee pot might change to /p/ offee /k/ ot
or /p/ offee /p/ ot. This is considered evidence that speech planning makes use of seg-
ment-sized chunks (as opposed to syllables or features, for example). Another very signifi-
cant claim is that errors virtually always respect the phonology of the speaker’s language.
People are rarely recorded as pronouncing things like *coffee /kp/ot, even accidentally.
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It would seem that some mechanism filters out errors like /kp/ot, which is not a possible
word of English.

However, nearly all research on speech errors has been based on impressionistic tran-
scriptions. Several AP studies (Pouplier 2003, 2005; Goldstein et al. 2007a) set out to
study what people’s articulators actually do when they make a speech error. In Goldstein
et al.’s experiment, subjects were given difficult speech tasks, such as repeating phrases
like top cop rapidly. This tongue-twisting exercise (try it) will fairly reliably result in errors
that sound like cop cop or top top. But the articulatory movement data, collected through
EMMA, reveal that speakers were not actually replacing one gesture with another.
Rather, people tended to err by producing both gestures at once: the velar closure of a/
k/might be accompanied by an alveolar closure, or by a partial raising of the tongue tip.
Because of the ways that gestures can acoustically mask one another, such a gestural intru-
sion often sounds as if one gesture was replaced by another, but physically, they are both
there. Needless to say, this finding contradicts the well-accepted claim that speech errors
respect the language’s phonology: a simultaneous /kt

_

/ articulation is certainly not phono-
logically permitted in English! The fact that we are not accustomed to hearing such a
sound may make it difficult for a transcriber to even detect its presence. Pouplier and
Goldstein 2005 show that listeners tend to not notice small gestural intrusions and tend to
hear large gestural intrusions as segmental substitutions. The AP findings suggest that the
data on which our understanding of speech errors has been based are probably inaccurate.

As a way of testing whether speech errors involve whole segments, Goldstein et al.
2007a,b also examined one speaker repeating phrases like kim kid. The /m/ involves two
gestures, a bilabial closure and a lowered velum (to allow air to flow through the nose),
while /d/ has only an alveolar tongue tip closure (since the velum is assumed to be kept
raised by default). The EMMA data showed that sometimes only one of the /m/’s ges-
tures would intrude on the /d/; for example, there might be a partial velar lowering
accompanying the tongue tip gesture, but no lip movement. This casts doubt on the
claim that speech errors involve segment-sized units, although a more extensive study is
needed to confirm this.

5. The Limits of Gestural Explanations: Categorical Alternations

AP researchers have argued that some processes which have been described as segmental
changes really just involve shifting patterns of gestural overlap. But it’s fairly clear that this
explanation does not hold for all phonological alternations. There is mounting evidence
that some processes really do involve the change, insertion or deletion of gestures. One
example comes from Lisa Zsiga’s work on palatalization.

5.1. FEATURAL VS. GESTURAL PALATALIZATION

In English, the alveolar obstruents become palatalized before the palatal glide /j/:
for example, /sj/ becomes /S/. Palatalization happens obligatorily within words like
confession, but optionally across word boundaries, in phrases like press you. Zsiga 1995 pre-
sents an acoustic and electropalatographic study showing that the /S/ often heard in press
you is different both from underlying /S/, and from/S/resulting from obligatory palataliza-
tion as in confession. The /S/ in press you is more variable, with some productions varying
on a continuum between /s/ and /S/, and in fact individual productions often start as
more /s/ -like and become gradually more /S/ -like. The /S /in confession, on the other
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hand, is categorically and consistently different from /s/, and indistinguishable from
underlying /S/.

Zsiga argues that the palatalization in press you is caused by overlap between the ges-
tures associated with /s/ and /j/. Blending of the /s/ and /j/ gestures pulls the tongue
farther back than is usual for /s/, resulting in an articulation that becomes more /S/ -like
as overlap with /j/ increases. Zsiga points out that since consonants tend to overlap across
word boundaries in any case, there is no need for a special palatalization rule; optional
palatalization is probably just the result of a normal level of overlap.

However, she points out that gestural overlap cannot account for the categorical pala-
talization in confession and proposes that this palatalization results from feature spreading,
as in the more traditional accounts. Zsiga proposes that an adequate theory of phonology
must include features in addition to gestures, which is a departure from classic AP. This
idea is further developed in Zsiga 1997, with additional support from a study of vowel
harmony and vowel assimilation in Igbo. Similarly, Hall 2006 argues for including
abstract segments in AP, in order to model the distinction between categorical vowel
epenthesis (which involves segmental insertion and creation of a new syllable) versus
vowel ‘‘intrusion’’ (in which the shifting of existing gestures produces vowel-like per-
cepts, without altering syllable structure).

At present, there is no real consensus on how to deal with categorical alternations in
AP. Not many AP phonologists follow Zsiga’s approach of incorporating features into
the theory. Another possible approach is to relegate all categorical alternations to the lexi-
con, assuming that speakers essentially memorize the different forms of morphemes, but
this solution is unsatisfying in the case of alternations that are widespread and regular.

6. Future Challenges for AP

There are a great number of areas in phonology that have not received much attention
in AP (see Byrd 2003 for some discussion). There are many sounds for which no one has
worked out what type of gestures are involved. There is also a need for more work on
suprasegmental structure. This area is beginning to receive more attention; for example,
Dani Byrd and colleagues have proposed a phonological element called a prosodic gesture
or ‘pi-gesture’, which can model phenomena like the lengthening of syllables before pro-
sodic boundaries (Byrd and Saltzman 2003, Byrd et al. 2006). AP has an under-developed
view of tone, including lexical tone and intonation; it also has not developed a theory of
metrical structure, such as feet and stress, or related topics like prosodic morphology.

Part of the reason for these gaps in the theory is that the basic kinematics of producing
stressed vs. unstressed syllables, tones, etc. is not yet well understood. Another reason is
simply that the number of researchers working in AP is small compared to the number
working in many other phonological theories, and the work is by nature laboratory-
intensive.
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